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[WAYNE] 
So last session of the day everyone this will be your technology credit for the year, so you have 
that piece going for you. I'm not sure if this will be any more uplifting than the prior session, but it 
definitely can't be any more terrifying. 
 
We'll see. At least some optimism to start, Steve. Come on. 
 
Don't scare people yet. So this session, we're really lucky. Mark and I really looked around to try 
to figure out how to start teaching this session, and this is the first one. 
 
We looked at all the other events in the country, really couldn't find that many that were breaking 
this up and saying, "Hey, wait a minute. Let's look at, instead of just AI for lawyers, you've got AI 
for litigators over there, let's talk about that technology." Because it's not the same as the 
technology that's coming from this group. 
 
But what is that technology? And what we found, and we polled people, we emailed around, the 
answers were probably the most varied answers you could ever get. Some people saying 
there's great technology, and other really sophisticated law firms were saying, not aware of a 
single product out there that we would use. So with that in mind, we're like, 'Well, let's go find 



the experts and put this to the test.' So with that I want to introduce our moderator Ayan 
Roy-Chowdhury from Fish & Richardson. 
 
So you all know Fish. Both litigation and patent prosecution. Been experimenting with these 
tools, but I thought this would be a great way to see the people building the tools and the firms 
that are actually buying them and rolling them out. 
 
So I'll turn it over to you. 
 
[AYAN ROY-CHOWDHURY] 
Thank you, Wayne. Thank you everyone for the very last stage of this APLI. As Wayne 
mentioned, I am a principal at Fish, and I'm honored to moderate this panel. 
 
I have got a rather big all-star lineup here. First, the honorable Michelle Lee. Many of us know 
her as the former Director of the USPTO and the Under secretary of Commerce, but she's also 
a technologist from the MIT AI and HP Research Labs, and she has led AI strategy at Google 
and Amazon. She brings a unique triple perspective covering technical, corporate, and 
governments. 
 
Next, Ian Shick. He's the founder of Paximal. He's a former practitioner and a fellow at Stanford 
Law's CODEX Center. He has been a vocal advocate for agentic AI, and we are going to find 
out what that is, like how that lawyers should be architects of strategy and not just operators of 
chatbots, right? 
 
And finally, Steve Gong, he's the head of data science, technology, and operations team at 
Google Global Patents. Steve sits at the intersection of legal infrastructure and machine 
learning, giving him the best view of the client perspective and the hard data on adoption. 
 
So we plan to cover a few topics today that including practical AI tool use in the prosecution 
lifecycle, AI adoption and governance metrics, ethics issues and USPTO guidances around AI, 
and finally, if time permits, the USPTO's AI efforts. But before we get into the details, I would like 
to get a quick read on the room. 
 
How many of you are currently using Gen AI tool for patent prosecution, like drafting, search, or 
office action responses? Okay, that's around, I would say, around 30, 40%. 
 
I would have thought there would be more but, and how many of you have completely updated 
your engagement letters or your outside counsel guidelines, on the context, to explicitly address 
AI usage? Same person. It's a lot less. So this gap, like between the usage of AI, which seems 
to be increasing every day, and about the governance issues related to that we are going to 
discuss today. 
 



So the first topic we'll talk about is practical AI use across the lifecycle. Michelle, you have spent 
your career immersed in almost every aspect of this field from law firm to deputy GC at Google 
to leading the USPTO and then at Amazon. 
 
So, given your unique background, can you explain, why should patent attorneys care about AI 
now? 
 
[MICHELLE LEE] 
Yeah. So thank you so much for having me here. Thank you all for being here on the very last 
panel on a Friday afternoon, and to Wayne for pulling together this panel. Look, this is a really 
special time. I spent, as you know, my entire career focused on patents and intellectual property. 
 
And then I went And I ran and built AI services at Amazon, and I now advise companies on 
applying AI and machine learning with measurable impact to improve operational efficiencies, to 
enhance the customer experience, and to drive revenue. And the field from which I come, 
patents, is now so ripe for the application of this technology. I mean, if you think about it, 
lawyers, most of what they do is find, pour over large bodies of textual information, find the 
relevant cases, you know, citations and so forth, analyze, summarize, and present it back to the 
client, right, for analysis. 
 
And so, that is what generative AI is so perfectly suited to do. So this is a very exciting 
opportunity. And I want to share a stat, and it's consistent with the Straw Man poll that we had 
here. 
 
According to the ABA, the adoption of AI in legal has tripled from 11% in 2023 to about 30% in 
2024. So we saw a rough show of hands and we saw roughly 30 to 40%, so you guys are you 
know, within margins of what the ABA says. But that's in 2024. I bet you if you look at the 
number for 2025, that number has increased significantly because a lot has happened within the 
year. 
 
That means if you look to your left and you look to the right, one in three of you is probably 
experimenting with AI in the use of your practice and in the workflow. And, like I said, that 
makes sense, and it makes sense in particular in the area of patent prep and pros. This is the 
session on patent prep and pros. And why is that the case? 
 
Because if you think about it, I mean, when I managed my large portfolio of patent assets, filing 
lots of applications at Google, when I was head of patents and patent strategy, a lot of my work 
was on a capped fee basis, and that cap has not increased significantly in the past several 
years. So, that's macroeconomic issue number one. Number two is, the complexity of the 
technology has increased. The volume of the prior art has increased. 
 
And if you look at the number of practitioners admitted to practice before the United States 
Patent and Trademark Office to do prosecution, those numbers have decreased. So, overall in 
the system, there is a strong incentive to increase efficiencies no matter where you play in the 



ecosystem. So, with these generative AI tools that have been recently developed, including 
those like that developed by PatentLytics full disclosure, I'm an advisor to that company, I mean, 
there are tremendous opportunities to increase operational efficiencies, to enhance the 
accuracy, and to increase the speed at which you deliver your products and services. So, what 
are the possible things you can do with gen AI? 
 
Some of you are using this some of these services. Most clearly it's an easy way, an easier way 
to generate invention disclosures if you're in-house. 
 
You can now plunk into these AI platforms a slide deck, a conference paper, a transcription of 
the invention disclosure session, or a video recording of the invention disclosure session to get 
an invention disclosure form for review by your committee. Then you can take that and generate 
a first draft of the patent application, claims, specifications, with your client's preferred style, in 
whatever jurisdiction you would like US, Japan, Europe, in whatever language you would like, 
English, Japanese, German, French, or what have you. 
 
So, these are all real possibilities now. And then, once you have the draft patent application, you 
can engage in more strategic drafting. 
 
You can conduct a prior art search, 102, 103, understand the prior art. Based upon that 
analysis, refine your claims for quicker allowance or to cover your own products and services for 
defensive purposes or to target your competitors' products and services for offensive purposes. 
 
That's on the application side. In terms of response for office action, I remember, I submitted 
mine, the patent office chewed on it when I was a practitioner, and maybe 12-plus months later, 
it came back. 
 
I'm like, "What was that case about?" So, that cold start where you had to dig out that file, read, 
re-review everything, look at the many basis for rejections, 102, 103, multiple references, that 
takes a lot of time. And now, with these tools, these AI tools, you can more quickly get up to 
speed, understand, refresh, the prior art references whether they're 102, 103. 
 
You can better understand you know, the rejections, and you can even ask the AI systems to 
prepare a draft response, a first draft. Obviously, you're not gonna hand that in and submit it. No 
one would do that. You would go, check everything. 
 
But it pinpoints you, and it clues you in, and it makes you much more efficient. And then, if 
you're on the licensing side of things, or you're doing analysis for licensing programs, the ability 
to understand hundreds of patents at scale, to find, through publicly available information, the 
potentially infringing products, and therefore your potential targets for monetization to increase 
your efficiency and the speed with which you can drive revenue. If you have the large portfolio, 
as I did in the later phases when I was at Google, and I had to determine which patents to 
renew and which to let expire, that whole analysis I used to farm out to patent law firms. And, 



you know, maybe a lot of that can be done in-house, and especially in an environment where 
the business priorities are changing so quickly. 
 
So, your business goals are no longer the same as when you filed that application, or, and/or 
the competitive landscape is changing very quickly. So, your targets now are different, and your 
competitors are now different, and you may wanna target them. And then, of course, the 
freedom to operate analysis. Before I launch a product maybe I do a search. 
 
I have the AI help me. It comes up with a list of patents. 
 
I determine whether or not my potential design is going to infringe any of those. If it is, maybe I 
do a little redesign before the thing gets launched. So, all of these things are indications of 
capabilities that could potentially be leveraged, not replacing the patent attorney, but making the 
patent attorney more efficient, allowing you to focus on the strategic, right, rather than the 
tedious, there's a lot of grunt work in patents. 
 
It's technical. There's a lot of volume of work. 
 
And that way, you can focus in on the key pieces, and also, you can focus in on the advocacy. 
So, those are some of the applications and potential applications of the technology. 
 
[AYAN ROY-CHOWDHURY] 
Thank you. And that segues into the next question I had about agentic AI tools, right? So Ian, 
you talk about that lawyer shouldn't just be prompt engineers, and they should be the architects. 
So, what is the difference between agentic AI and tools, and how should practitioners be using 
those? 
 
[IAN SCHICK] 
Yeah. So, I like to think about the use of AI in one of two ways. There's human-in-the-loop and 
AI-in-the-loop. So AI-in-the-loop would be a human-driven process, say, writing a patent 
application with AI in the loop. 
 
So, AI is there, ready to assist. That is you know, like a copilot, for example. It is still a 
human-driven process, but it's aided by AI. A human-in-the-loop process would be one that the 
process itself is driven by AI and the human is brought into the process at certain critical points. 
 
And so agentic AI would fit into that second category. I think that, you know, I run a company 
called Paximal. We build agentic AI, so I've got strong feelings on this. But you know, I think that 
there's really pros and cons to both. 
 
So with copilots a pro would be you know, the attorney is still very engaged. The attorney has a 
lot of control about what's going on. 
 



There's a lot of individuality in their work product. The downside is that you know, in my view, 
you're trading one low-value skill, or excuse me, one low-value task, which is keying in words, 
for another low-value task, which is prompt engineering. Prompt engineering is not super easy, 
and it's also a moving target. You know, as new models come out and new techniques for 
prompting are introduced. 
 
And so tasking attorneys with, you know, gaining this whole new skillset that they need to be 
continuously trained on I think is a poor use of attorney time and attorney talent. Let's see. So 
with agentic AI, you know, you've got an AI-driven let me go back to the copilots really quick. 
 
So another issue that I have with copilots is that because it's largely driven by the skills of the 
individual, if you've got a large practice, say 50 attorneys, all different ages, all different 
backgrounds, all different levels of enthusiasm about using AI, the results are gonna be all over 
the place. And so it's really hard to for at a firm level to enforce quality control. 
 
You'll have some users that are very good at prompting and get a ton of efficiency and kick out 
really good work product. You'll have other users where it actually takes longer to, if they use AI 
instead of just writing it. And so I think that kind of, you know, inconsistent results across a 
practice group is problematic. 
 
[AUDIENCE MEMBER] 
Hey, could you just define agentic AI for us briefly? 
 
[IAN SCHICK] 
Agentic AI, I think, is understood to be AI that will do a task for you. So do a task, a multi-step 
task. 
 
So not like I write a prompt, it gives me a response. More like I ask it to go buy a plane ticket 
and it goes and shops for me and buys a plane ticket. Something like that. 
 
So in this context, you know, agentic AI for what I'm working on is writing patent applications. A 
ton of tasks all handled by AI. 
 
[AYAN ROY-CHOWDHURY] 
So are we saying they have to write the full application or will it be like, where will the 
practitioner be involved here? 
 
[IAN SCHICK] 
Yeah. So agentic AI is a human-in-the-loop approach. So the process is driven by AI. 
 
[AYAN ROY-CHOWDHURY] 
I think one of your articles talk about expert in the loop. 
 
[IAN SCHICK] 



Expert in the loop. 
 
[AYAN ROY-CHOWDHURY] 
Right. 
 
[IAN SCHICK] 
Human in the loop. Patent attorney in the loop. 
 
So, where was I going with that? So with agentic AI, you have a defined process. The AI is 
running the overall process. 
 
So you can build in best practices. You can build in guardrails. 
 
You can enforce certain outputs. So, if agentic AI is implemented across a practice, your best 
applications will be really good. 
 
Your worst applications will be really good. Your juniors will be putting out the same level of work 
product as the senior attorneys. So there's a lot more control from the practice level. 
 
The downside would be that there's less control from the individuality in the work product. 
 
[AYAN ROY-CHOWDHURY] 
Okay. 
 
[IAN SCHICK] 
So that's an argument against it. 
 
[AYAN ROY-CHOWDHURY] 
Right. And there is also the argument that junior practitioners, why do you even need them now, 
right? Because the AI can do what? 80%, 90% of the task. 
 
[IAN SCHICK] 
Yeah. I mean, so we're generating patent applications. We go through an alignment process. So 
it's a prompt-free platform that simulates an interaction between a traditional interaction between 
a partner and associate. 
 
So this is how I was trained. This is how I trained other people. 
 
I was in big law for many years. The senior attorney will have a stack of disclosure materials, 
hand it to the junior, say, "Go read this. Come back and tell me what the invention is. Let's get 
aligned on that." 
 
Once that's done, now the associate can go do the claims and figures, then come back, let's get 
aligned on that. And only after that preliminary alignment has been done, then the associate can 



go and draft the complete project. And so the idea is that you know, by doing that alignment 
you're avoiding wholesale rewrites. You're gonna get something back that you expect to see. 
 
So in our system everybody is in that senior attorney role and the computer is in, the AI is in the 
associate's role. So we go through that, what I just described. 
 
We go through that process with the user and then generate the entire document top to bottom 
with figures and 
 
[AYAN ROY-CHOWDHURY] 
Steve, so I understand Google is effectively a power user here. So, from an operational 
standpoint, where do you see the most practical use and value of these AI tools? 
 
[STEVE GONG] 
Let me take a step back to what Michelle said about efficiency, where I give a little more hard 
data on that. So, Google, obviously, is an AI-first company. We very much invested in the impact 
AI has on the economy, on the workforce. 
 
So, Google actually has built an in-house patent drafting tool, right? We may never release it. 
Who knows, right? 
 
But what we have done is, we have released that tool in a very structured way to our entire 
panel, including Fish & Richardson, right? And in a very structured, statistically relevant 
experiment to test out the efficiency to the work stream when that tool is deployed, both in terms 
of initial deployment, also once the user gets more familiar with the tool, see what the efficiency 
is, right? 
 
It's a large dataset, right? So, hundreds of lawyers have gone through this, right? 
 
I don't know if any other industry study are compared to that. Initial finding, 20% increase in 
efficiency, right? That's a huge, a pretty big number in terms of, you know, the potential 
efficiency gain of using a tool on such a large scale, and that's actually measured in a, you 
know, in a scientific way. But and from our own practice, right? 
 
We obviously are power users of Gemini, which is our own you know, our internal models and 
all the agentic layer on top of that as well, right? We have seen AI can add tremendous value, 
not only on demanding tasks of drafting, but on the strategy itself, right? One of our own internal 
experiment shows that AI's version, or if you were to use AI to produce a first strategy, how it 
responds to office action, it has matched our outside counsel or exceeded our outside counsel's 
strategy by over 80%. Right. 
 
So, it's important to see that AI is not just a tool that will essentially do the basic work that you 
don't want to do. There are opportunities where it can fully disrupt or transform how the practice 



is done. Now, that leaves the question of efficiency, right? Is that a good thing or a bad thing, 
right? 
 
There is significant impact on the profession that's upcoming. I think we'll have some discussion 
around that, right? 
 
So, Michelle mentioned that the fee is cap, hasn't changed in many years, right? Well, I can tell 
you, the fee's going to go down, right? That essentially, many in-house counsel, including 
Google, are gonna start seeing that efficiency gain as a potential way to decrease our spend, 
right? Our chief legal officer asked us to do that. 
 
And this is not gonna be unique to Google. So, it's important for the profession to navigate both 
in terms of the tool itself, the implications of it, and the business aspect of it, right? This is not a 
static thing, where, okay, the tool will make us more efficient, therefore we'll drive our revenue at 
the firm level more. It may be a necessity for you to survive in this new term. 
 
I promise it's gonna be an uplifting panel, right? So, it is important to see that efficiency as not 
mostly a necessity, but itself has tremendous impact on the profession. 
 
[IAN SCHICK] 
Yeah. I'd just like to add, I mean, on the efficiency is not a nice-to-have. I mean, we, as a field, 
need the sufficiency. Michelle mentioned some macros. 
 
You know, the new entrants to the patent bar has dropped off every year for the past almost 15 
years. So, right now that you're like, the average active practitioner has, like, 20 plus years of 
experience. 
 
[STEVE GONG] 
That should make us more valuable. 
 
[IAN SCHICK] 
So yeah. So you've got all these super experienced people, but there's nobody to fill their shoes 
once they move on and retire. So, you know, we're looking at kind of looking down the barrel of 
a huge collapse in the numbers of the patent bar. So, that's one thing. 
 
That's the supply. You can think of it as supply, the drafting supply. Who does this work? On 
the-- 
 
[STEVE GONG] 
But yeah, just on that point, right? If you look at how AI's is used, like when Michelle mentioned, 
at the IDF level, right? Inventor can do a lot of the work themselves, right? So, I fully recognize 
this study you mentioned. 
 



I think ADAPT, the organization that I co-founded, published that SCOUT stat, like, a few years 
ago. But it's really important. This is a multifactor situation that's happening. 
 
[IAN SCHICK] 
Absolutely. So there's the collapse in the patent bar. There's the, you know, flat fees across the 
board. I mean, it's going down, but even if it's, you know, $10,000, it's been $10,000 since I 
started, you know, and-- 
 
[MICHELLE LEE] 
Since I was head of patents and patent strategy at Google, right, I mean-- 
 
[STEVE GONG] 
And it's gone up since your days. 
 
[IAN SCHICK] 
If you adjust that for inflation, then it's like, you know, probably 50% down. 
 
[STEVE GONG] 
But you have to recognize, as a business, the chief legal officer, as Michelle said, this is a ripe 
area for AI disruption, right? The chief legal officer runs the department like a business. They 
will say, "No. Now there's efficiency to be gained. You're already at $10,000. Now you go to 
$7,000. 
 
[MICHELLE LEE] 
Should I jump in? Should I jump in with the business? 
 
[AJAY ROY-CHOWDHURY] 
That's another point under governance, right? 
 
[IAN SCHICK] 
I've got one other-- 
 
[AJAY ROY-CHOWDHURY] 
I think you heard me say, "Objection." 
 
[IAN SCHICK] 
Yeah. 
 
(laughing) 
 
[AJAY ROY-CHOWDHURY] 
Anybody got any questions? 
 
[IAN SCHICK] 



One other macro on this, real quick. So, what about, so, we looked at cost, we looked at supply, 
what about on the demand side? So, if you look at the patent filings annual, annual patent filings 
since 1790, you know, every little window you look at, it's exponential growth, and, you know, 
everybody appreciates Moore's Law. Innovation is exponential. 
 
It's seems, I mean, you could expect that patents would track with that. So, if we are at a point 
where we're about to have, you know, explosive innovation driven by AI, are we gonna have 
explosive patent filings? Not at these prices, but what if they were like a hundred bucks each? 
 
You know? 
 
[STEVE GONG] 
Well, is that a good thing or a bad thing? 
 
[MICHELLE LEE] 
So, Ian, maybe there's a question over there that we get to the governance issue. 
 
[AUDIENCE MEMBER] 
Yes, I have a couple of questions. Thank you for this. One is that if, you just said that these are 
things that we would give to a junior associate or a first-year person. If you're replacing all of 
those people with some software, then inevitably they're all gonna be six feet under, and there 
will be nobody else who can train anybody else, including AI, for that matter. 
 
The other one is more philosophical, because you keep talking about innovation. I know huge 
companies in the Valley, not Google, I'm not talking about Google, whose entire businesses are 
selling junk advertisement. How is that innovation? Second, that is not innovation. 
 
That's just practically sales, car we used to always sell I'm not a used car salesman. And then 
so and then when we are talking about efficiency, to me, that resonates with whole workers' 
productivity where worker productivity goes up, they don't make any more money, they still have 
to work the same number of hours, but it's just companies make money and do stock buybacks. 
 
So, at some point in time, and I apologize, you guys are not the policymakers of the world in that 
sense, so I'm not putting the burden on you. But some of that balance has to be discussed at 
some point, and I love technology, I've been an engineer before I became a patent attorney 30 
years ago, so I love tech, but the point is that there's some level of, I don't know, balancing that 
has to happen, and I don't know who's gonna do that. Thank you. 
 
[AYAN ROY-CHOWDHURY] 
Thank you. You raised some, I would say, policy issues. We are going to discuss a few of them, 
but maybe not at that level at which kind of gets into more into politics, right? And so we are 
talking about efficiencies, about how, at the C-suite level, what are they, what are they looking 
for? 
 



[AUDIENCE MEMBER] 
Yeah. 
 
[AYAN ROY-CHOWDHURY] 
Sorry. 
 
[AUDIENCE MEMBER] 
Question, comment from an in-house perspective. I'll just remain anonymous since we're being 
recorded. 
 
[AYAN ROY-CHOWDHURY] 
I think we know who you are. 
 
[AUDIENCE MEMBER] 
In-house a SaaS company, right? Steve, like we are all getting pressure from the CEO level by 
GC level to cut costs. But should we, especially the folks in this room, right, should we be 
pushing back to educate our non-patent management on patent prosecution and our fee 
structure? 
 
It hasn't grown in years, right? I'm seeing litigation counsel charging $1,500, $2,000 an hour. 
Our prosecution counsel probably averages $400 an hour, right? 
 
This is not the area to be cutting fees, right? Patent prosecutions for drafting. So I guess the 
question is, is the technology even ripe for patent prosecution, especially, right, to actually, you 
know, have the operational efficiency where the quality of the application drafted by the AI is 
even, you know, able to replace a human, right? 
 
[MICHELLE LEE] 
So, I think if you ask the question, Ayan, I think we can probably address her question, right. So 
why don't you ask the question and I'll answer your question, and if I don't answer, then my 
panelists can add. 
 
[STEVE GONG] 
Yeah, sure, I can. 
 
[MICHELLE LEE] 
Yeah, you raised a bunch of good issues, but why don't you go? 
 
[IAN SCHICK] 
So how is the C-suite looking at this risk/reward balance? 
 
[MICHELLE LEE] 
Yeah. So, look, I sit on the boards of directors on Fortune 100 companies now, and I was the 
deputy general counsel and head of patents and patent strategy at Google, and I was a partner 



in a law firm, and I was the associate before then, right? And what I am seeing now in the 
boardroom at the very highest levels is like people get that this technology is the most 
transformative technology of our generation. So, boards of directors are asking their CEOs and 
their management team, the C-suite, "What are you doing with this technology to remain 
competitive? 
 
How are you folding it in? How is it going to change our business and our strategy, and how are 
you increasing operational efficiencies?" And they're expecting the management team, all the 
business leaders to be extremely knowledgeable, forward-leaning, and, you know, open to 
implementing these ideas. Weighing against that, of course, the risks and the governance 
issues which you have to do with generative AI in particular, which hallucinates. 
 
And so that includes the general counsel as well and for those of you in the room, right, I mean, 
companies are looking for ways to increase operational efficiencies, wherever it may occur. It 
may be on the litigation side, and there are lots of things that AI can do to improve. I mean, 
litigation, patent litigation, super expensive, super time-consuming, right? 
 
Super slow, in addition to prosecution, but it's always the job of counsel, right, to understand 
where to apply it with measurable ROI impact. So, if you're not getting the accuracy that you 
need, that's not the right tool to be applying and, you know, as for the distribution between 
prosecution and litigation, keep in mind that of the many patents that you file, most of them are 
not litigated. So yes, it's always a judgment call and how much should I spend on my patent 
application given that I'm not really sure which one's going to be litigated? 
 
Well, I like to do, you know, a good enough job so that when it is litigated, it can kind of hold 
water, but it's not going to be the gold-plated patent for, I had 8,500 patents in my portfolio at 
Google. I'm not gonna give the top, you know, maximum budget for all of them. So, that is your 
judgment call as counsel determining what are your crown jewel patents, which are the bulks 
that protect your business, and which are the ones that, you know what, and when the IBM 
comes to you and asks for a cross-license, you can say, 'Okay, you've got 400 patents. 
 
I've got 200.' Let's do a cross-license. So, that is still your judgment call and where, when, and 
how you choose to apply AI to your prosecution, to your prosecution analysis, to the pruning of 
your portfolio, to the maintenance of your portfolio, to the licensing of your portfolio. Those are 
decisions that AI can help you with, but you are the decision-makers. 
 
And so what I would say is that because the business leaders are being asked to lean in on AI 
technology and have measurable ROI evidence of where they will invest more and double down 
on, the legal team is no different. The IP counsel is no different. 
 
The patent prosecutor is no different, and the outside legal counsel, if you want to make your 
in-house counsel look like a hero, if I'm in-house counsel and I want to make my general 
counsel look like a hero, right? You got to be applying it smartly. 
 



Keeping in mind security, governance, and all those other issues that you absolutely must have 
in order to deploy this technology successfully. 
 
[STEVE GONG] 
I think I wanna just keep on answering your question adding to what Michelle just said, right? 
So, you know, I think one of your point is, the hourly rate for our prosecution attorney has not 
gone up, where litigation has, right? 
 
But if you look at your patent budget for a tech company, it is still one of the largest part of the 
legal budget, right? I mean, the pat-- Google patents portfolio is way bigger than what Michelle 
does, right? 
 
92,000, right? So w-- we are one of the top five spend within Google Legal. 
 
Google Legal has, you know, it's probably the largest law firm in the world at this point, right? 
So, the reality is, the efficiency, the process improvement we have gone through in the last five, 
10 years, actually make us more susceptible to AI disruption. 
 
That's just, that's why Michelle open-- opening statement is like, patent is, the data is available, 
more so than litigation, the process much more standardized, right? And here we are. So, I 
mean, just to share, you know, directly what's going on at Google, right? 
 
Kent Walker, our chief legal officer had asked our team to essentially cut our outside counsel 
service fee by 30%. It's a huge number. Kind of scary, right? 
 
And, you know, there are immense impact in terms of our panel, in terms of what are we gonna 
do? The question now, do you rise to the challenge, look for a way to transform how you 
practice, both with the empathy for your outside counsel, and also for the disruption that is 
gonna happen to the profession in mind. 
 
Or are you gonna wait, right? It's gonna come for everybody at some point. 
 
Now is our chance to be in the driver's seat to shape that future as best that we can. And 
knowing that there's gonna be, you know, things that happen that may not be positive for 
everybody, right? 
 
At least we can try to control this in terms of how we manage talent growth for first-year 
associate, for other associates, and how we approach this with grace. 
 
[AYAN ROY-CHOWDHURY] 
So, Steve, on that so we are talking about practitioners and AI tools, but during the discussion 
calls we had, you had mentioned about the invention disclosure forms that you are seeing, 
right? I think you had said 17% are now AI generated? 
 



[STEVE GONG] 
Yep. 
 
[AYAN ROY-CHOWDHURY] 
So, how are you dealing with that? 
 
[STEVE GONG] 
Well, so not AI generated, just so this stat's published by our general counsel already, so we 
started measuring percentage of our invention. A, it was, you know, it was used, the invention is 
that was produced with AI assistance. 
 
[AYAN ROY-CHOWDHURY] 
Ai augmented. 
 
[STEVE GONG] 
Yeah, augmented. Second, which I don't think is published, but I'm happy to share here as well, 
just how much of our invention disclosure form was produced using AI as assistant, right? So, I 
mean, the 17% is what we have seen in terms of percentage of Google invention that is 
essentially was some AI was involved in that process, both in terms of ideation, could be in 
testing, could be many, many things. The reason why we started tracking is we started to see 
hallucination in the ideas, right? 
 
So, there are things like, "Hey, you know, this is, looks great. It's all nicely formatted." Or some 
citation doesn't make any sense, right? 
 
So shit, we gotta start tracking so we can actually start dealing with this issue, right? The way 
we have done it, is essentially not only, number one, you do have to track. If you don't track, you 
don't know what's gonna happen. That's very basic, right? 
 
What we have done is work with our outside counsel, such as Fish & Richardson, to make sure 
that when they do invention disclosure call, those questions are fleshed out. Exactly how AI was 
used, what level of usage was there, so we can make sure that, you know, our policy is that the 
invention has to have a human contribution. Absolutely that's true, right? 
 
So that will all get fleshed out, but you have to measure first. Otherwise, you don't even know, 
you know, what you're doing in terms of your measurement. 
 
On the IDF form, right, which piggyback on some of the efficiency question we had, which is 
super interesting in terms of how that has evolved. So, two things has happened. One is, you 
know, inventors started translating the technical language into lawyer language, right? 
 
You can see the IDF has started coming out by itself looking like almost like a patent application 
with claims, right? 
 



[AYAN ROY-CHOWDHURY] 
Seen that and like ideas return, 80 page ideas now. 
 
[STEVE GONG] 
Yeah. 
 
[AYAN ROY-CHOWDHURY] 
It gets I mean, you have to ask, "Did you conceive of this?" 
 
[STEVE GONG] 
Yeah. 
 
[AYAN ROY-CHOWDHURY] 
Then, can we explain everything? 
 
[STEVE GONG] 
Right. So that's the potential of where our technology can go. The second one we have seen is 
even more fun. 
 
It's just, you know, so I manage our home portfolio in addition to operations, right? Inventors 
started like making their IDF into like a children's storybook, right? 
 
It's like, "Hey, like, no, let's just you know, I'll even, I'll explain this to the lawyer now in the 
simplest way possible." Literally, right? 
 
So, a lot of things are happening, a lot of innovation in terms of how this process work is also 
happening along the way, right? So, the other thing about this entire life cycle as we're talking 
about is, yes, we can focus on the drafting tasks, we can focus on office action tasks. There's a 
lot of steps in between that actually consume a lot of time where AI can add a lot of value, right? 
 
For example, for, if you get that perfect IDF that has your you know, the point, the novelty 
already highlighted, right? It will make your drafting time so much easier. I assume, like, you can 
resonate, even though it rarely happens, right? So there's a tremendous value where AI can add 
to the entire workflow. 
 
[AYAN ROY-CHOWDHURY] 
So how do we, expecting your outside counsel now to be fully conversant on AI tools? Or are 
you restricting them for security reasons? 
 
[STEVE GONG] 
So right now, it is, you know, we are AI first company, so we started allowing our outside counsel 
to use Gemini as, as a first cut, right? So, you know, there's still a lot of stuff we gotta go through 
and just make sure we're comfortable in terms of the different tools we're allowing outside 
counsel to use. 



 
But that, it still has tremendous value, right? So at least in-house counsel, outside counsel 
speak the same language, because in-house has been using Gemini for over a year at this 
point, right? There's tremendous thing that has added value to us. 
 
[AYAN ROY-CHOWDHURY] 
So are we expecting outside counsel to do full disclosure before they use AI tools or? 
 
[STEVE GONG] 
Yes. 
 
[AYAN ROY-CHOWDHURY] 
Okay. 
 
[STEVE GONG] 
Absolutely. 
 
[AYAN ROY-CHOWDHURY] 
And Ian, anything to add here? Like, do you see any friction between your customers, who are 
probably law firms? 
 
[IAN SCHICK] 
You know, there's a lot of spread, really. I mean, we, I spend my days talking to law firms 
typically and, big firms, little firms, and the kind of the stages are all over the place, really. There 
are firms that are thinking about their AI policy now, and then there are other firms that have had 
AI implemented for a couple years and kind of everything in between. 
 
[AYAN ROY-CHOWDHURY] 
And you had mentioned that most of them are at the stage in piloting their tools, right? 
 
[IAN SCHICK] 
A lot of especially a lot of the bigger firms. You know, all of 2023 happened. All of a sudden 
there are many companies in this space. So I mean, I focus in patent drafting. 
 
I launched the very first company in this space in 2017. There was one company for a while, 
then two, then three, then there was like a hundred. 
 
(laughing) 
 
And so it's really, really tough for law firms. I mean, there's just so many choices out there and 
nobody knows what's the best. 
 



There's no clear winner. And, you know, I think the approach for a lot of big firms is try them all. 
And, you know, starting to see some, you know, longer term subscriptions. But even in those 
cases, they're still looking at other tools. 
 
So I think the dust is yet to settle. 
 
[MICHELLE LEE] 
Yeah. On the try them all. All right. Try them and take a case that has been litigated or where, 
you know, you paid a lot of money, you had outside counsel, you paid them a lot of money, and 
try that case across multiple platforms and see how they do. 
 
[AYAN ROY-CHOWDHURY] 
What do you mean by trying that case? 
 
[MICHELLE LEE] 
Okay, so let's say you've got a patent you were trying to invalidate, you paid outside counsel a 
ton of money, they found a bunch of prior art. So if you're evaluating a number of AI solutions, 
why not put that request into each of the systems? 
 
Now, that's just one piece of it, which is how thorough, how accurate were you. Of course you 
have to pay attention to, as I said, to the security and, right, all those, like, must-haves, right? 
 
But that's one way of doing it, is to benchmark it against an unknown case where you spent a lot 
of money, you had humans, you put a lot of money into it, and they looked and they found, and 
what do these AI systems find? 
 
[STEVE GONG] 
Yeah, one approach we take, we do a lot of these on drafting, is we just do full A/B testing. 
 
[MICHELLE LEE] 
Yeah. 
 
[STEVE GONG] 
Right? So, like, I'll have a human draft a case, or I'll have AI draft a case, or I'll have human plus 
AI draft a case. Let's see how that ranks. 
 
[MICHELLE LEE] 
Exactly. 
 
[STEVE GONG] 
Right? So you have to get comfortable at some level in terms of the output. Actually, I'm curious. 
I know a lot of people raised their hand in initial questions, but how many people are just piloting 
and how many people have fully, like, operationalized AI in their firm or practice? 
 



[MICHELLE LEE] 
Pilot? Hands? 
 
[STEVE GONG] 
Operational? Come on. 
 
[MICHELLE LEE] 
Fewer. 
 
[STEVE GONG] 
It's a lot fewer. 
 
[MICHELLE LEE] 
Still, not bad. 
 
[STEVE GONG] 
Not bad, okay. 
 
[MICHELLE LEE] 
Yeah. 
 
[IAN SCHICK] 
Can I ask you a really narrow question? Yet all of us use AI-- 
 
[STEVE GONG] 
Yeah. 
 
[IAN SCHICK] 
Google to search, you know-- 
 
[STEVE GONG] 
Yeah. 
 
[IAN SCHICK] 
AI results are really useful, and so does everyone. 
 
[AYAN ROY-CHOWDHURY] 
Oh, so then let's just say for your patent prosecution practice-- 
 
[STEVE GONG] 
Yeah. 
 
[AYAN ROY-CHOWDHURY] 



Have you operationalized AI? To be more specific, patent drafting. Okay. I mean, two aspects, 
right? Patent prosecution And then there's sorry, patent drafting And then there is office actions 
and all those things. Prior art searching. Prior art searching, yeah. 
 
[LUCA MELCHIONDA] 
One thing to keep in mind is we need client consent. So if you have-- 
 
[AYAN ROY-CHOWDHURY] 
Exactly. 
 
[LUCA MELCHIONDA] 
Hundreds of clients, you can't operationalize it just by snapping your finger. You have to go 
through and get the consent of your clients. 
 
[AYAN ROY-CHOWDHURY] 
Yep. 
 
[MICHELLE LEE] 
Yeah. 
 
[AYAN ROY-CHOWDHURY] 
Yes. 
 
[LUCA MELCHIONDA] 
And so it happens in stages. And then I don't remember which one of you was saying, some 
attorneys are more and some attorneys are less efficient with different tools. Yeah. The reason 
you use multiple tools is 'cause different attorneys work well with different tools. 
 
[STEVE GONG] 
Yeah. 
 
[LUCA MELCHIONDA] 
And let them pick what they want. But it takes time because not all clients are on board with 
even allowing us-- 
 
[STEVE GONG] 
Yeah. 
 
[LUCA MELCHIONDA] 
Trying to do it. 
 
[STEVE GONG] 
Yeah. 
 



[LUCA MELCHIONDA] 
And some of them send out surveys saying, "You don't use it, do you?" You know? So we're all 
over the place-- Heeding the questions. On that, so. 
 
[AYAN ROY-CHOWDHURY] 
So we are running a bit short on time now. I wanted to touch on the USPTO guidance and ethics 
issues. 
 
And so we know that, and we have that the previous sessions talked about who the inventor can 
be each and every claim limitation, each and every claim has to be human conceived. But 
nowadays we are seeing IDFs AI augmented. So as you mentioned, Steve, during disclosure 
calls you are asking-- Yeah. Outside counsel to confirm 
 
[STEVE GONG] 
Yeah. 
 
[AYAN ROY-CHOWDHURY] 
--human is involved, right? Yeah. So that's the check you're having with this case. 
 
[STEVE GONG] 
Yeah, absolutely. We will not file a patent otherwise. 
 
[AYAN ROY-CHOWDHURY] 
So this puts the outside counsel in a tough spot to some extent and, like, asking inventors, "Did 
you really conceive of this idea?" And if the inventors say yes, but then you think clearly that 
maybe that's probably not the entire 80 pages of idea that you have given us. So what do we do 
here? 
 
Like there's the ABA rules talk about duty of candor to the patent office, right? I think you had 
mentioned about each-- No lying. And no lying. And you should ask and you shouldn't just keep 
your, like, eyes shut and submit something. 
 
So, Ian, I wanted to ask you about this. What do you do in such situations? Like, are you asking 
your tools? 
 
Like, are you having guardrails to ensure that the claims are coming only from the human 
generated, like, human conceived sections and things like that? 
 
[IAN SCHICK] 
Yeah. So the input to our system is invention disclosure materials. So, you know, assuming that 
those were made by a human, we've designed our system to approach patent drafting like a 
patent attorney would. We want to stay within the scope of what was disclosed but we want to 
kind of fill in the gaps, abstract it, have kind of different levels of granularity. 
 



And so you know, we are generating content that did not exist in the invention disclosure, but I 
think that it is within the scope of the disclosure. I mean, it's just like a patent attorney does. You 
know, an inventor says, "I invented this," and you protect. 
 
[AJAY ROY-CHOWDHURY] 
We do, we do that at 01 this and everything around it. So you, that's our approach. I mean, we 
definitely did not intend to develop an inventing machine And Okay. And so, the USPTO just last 
week came up with a new guidance about inventorship, right? 
 
It replaced the earlier 10 new factors that we were trying to discuss earlier. So, Michelle, 
anything to add on this, whether this provides enough clarity to the industry, whether it makes 
easier for us practitioners to decide, like, to basically stay away from how much AI was 
involved? 
 
[MICHELLE LEE] 
Yeah. I don't think that was a question for me. But I'm glad to offer some thoughts on the on the 
Patent Office side about not necessarily that issue, but look, the Patent Office, I think many of 
you know I mean even since when I was director, every administration since the time I have left, 
regardless of whether you were a Republican appointee, a Democratic appointee, AI has been 
a priority for the Patent Office. 
 
And when you look at the businesses, and all the businesses are looking to use the AI to 
improve their efficiencies, it is absolutely right that the patent office is looking for ways to 
streamline and reduce its ever-growing backlog. Plus, on top of that, the White House has an 
executive order saying that the federal agencies should be looking for ways to apply AI to 
improve the quality of the services that they provide. So, all of this means is that, like, last 
summer, the patent office sent out an request for information on ways in which they could use AI 
technology to improve their operations and so forth. 
 
So, it all makes sense. When I was the director, AI was not a twinkle in anybody's eye. 
 
I mean, I was this was 2013 to '17, well before generative AI. And we had a bunch of, we have a 
lot of data on the reasons why examiners reject, the circumstances in which we reject. 
 
We have 8,300 examiners. We have 600 and 600,000 annual patent filings. 
 
We issue 300,000 patents. Each examiner touches an application three times. That's a lot of 
data. And so, what we did was we used data analytics to identify which art units, which 
examiners could perhaps benefit from more training. 
 
So, rather than taking the entire examination core offline to train them on, everybody on Section 
101 software or what have you, we spot trained, which increased the operational efficiency. But 
we didn't have ChatGBT or anything nearly that powerful, or any generative AI. 
 



So now, like, the possibility of prior art searching, drafting an office action, it makes a lot of 
sense. And if you think about it, in the broad patent ecosystem, if every one of us, regardless of 
where you sit in the patent ecosystem, so if you're the USPTO or you're a foreign patent office 
and you're using AI to help you examine patents more efficiently, that's a plus. If you're the 
inventor and you're able to get a patent or patent issued more cheaply, more quickly, that is a 
plus. If you're a litigator, a plaintiff or defendant side, and you're able to litigate cases for lower 
dollar amounts, that is a plus to you and your clients. 
 
And if you're a prosecutor and you can, you know, capture the essence of the invention more 
quickly, that's a plus. And if you're a licensor and you get access to and you can monetize your 
inventions sooner, that's a plus. 
 
So, as I look at it, as you decrease and you squeeze out all of these unnecessary costs, what 
you do is you make legal services that were previously unavailable to a lot of people, only the 
most well-funded, deepest pockets, honestly, had a shot at, for the most part, right, getting 
intellectual property and monetizing it or defending it, because that's, that whole process is very 
expensive. So, if every piece of it becomes ever more efficient, including the US Patent and 
Trademark Office, I think we're better off. I think innovation wins. 
 
So but, and the other thing too is it's not gonna replace the humans. It is nowhere near ready to 
replace the humans. 
 
It just eliminates, I think, the more mundane, the tedious. And we have to have the judgment, 
where is it good enough, where is it not good enough, where do I, am I spending more time 
reviewing the slop that is produced by these AI systems rather than having output that is, you 
know, better than what my associate would do or what I would do as a first draft? 
 
[STEVE GONG] 
I would just add, you know, AI is a hammer and everything's a nail, right? It's like what Molly 
said, there are a lot more problem inside USPTO, that needs to be fixed before AI can do 
anything, right? So the other thing is, contrary to that point is, you know, OpenAI is not here to 
make a tool for anybody. They're there to build AGI. 
 
Right? That's why they exist. 
 
Google Deep Mind is kinda here to do the same thing. If you look at this as a five-year horizon, 
what's gonna happen in five years is a whole different question. Right? Yes, we're not gonna 
replace anybody now. 
 
That's not the goal. But what about next year? Right? 
 
So, the technology is advancing very rapidly. And, you know, it's just like I said, right, the 
ecosystem as a whole need to navigate this together, so. 
 



[AYAN ROY-CHOWDHURY] 
So, on those points talking about the USPTO programs and they have now a few pilots, right? 
One is the what is called ASAP. The AI search pilot program where applicants can now, they 
have to I think opt in that you will be getting a search result before examination, AI generated. 
And-- 
 
[AUDIENCE MEMBER] 
PFE. 
 
[AYAN ROY-CHOWDHURY] 
And PFE, right, of course. So, I wanted to ask about, is that something you do think is valuable? 
And, I mean, the examiners haven't really looked at the application yet, but we are getting 
search results saying that, "Okay, this prior art reads on your claims, entirely AI generated." 
Should we, as applicants, even consider opting in for the program by paying a fee? 
 
And then, assuming we get a result, do we, how much weight should we put, pay to that and 
maybe file claim amendments? Any takers on that? 
 
[STEVE GONG] 
I mean, I assume people are searching before they file an application, right? 
 
[MICHELLE LEE] 
Not necessarily. 
 
[STEVE GONG] 
Yeah. I mean, we do. We do. But if you don't, then, you know, why not, right? So, well, you 
should just search and then file better patent before you had, because you're obviously gonna 
ask Patent Office to search for you, essentially. So-- 
 
[MICHELLE LEE] 
So let me offer a thought here. So if applicants search, right, before they file, then why would 
you pay the fee to have-- 
 
[STEVE GONG] 
Exactly. 
 
[MICHELLE LEE] 
The office do it, et cetera? But when I was at Google, we did not search for all the applications. 
Maybe that's different now. 
 
[STEVE GONG] 
It's definitely different now. 
 
[MICHELLE LEE] 



Right? So, and, you know, different strategies or pros and cons. If I'm in the pharmaceutical 
industry and I file one patent on my drug, and that patent has to hold water, I'm searching 
everything to make sure that patent application is rock solid, airtight. 
 
But if I'm also playing a numbers game and I'm building a portfolio, I may not search. So when I 
was at the patent office, we did consider providing incentives to applicants where before we 
picked up the patent application, we'd encourage them to do some search. 
 
That way, with the notion that the claims that you bring to us when our examiners pick up the 
application are in better form. So, I ran the patent office. I try to think macroscopically what's 
good for the innovation economy, as you can hear from the themes that I say. And generally 
speaking, the better the quality of the patent application that comes in, right, the more narrowly 
crafted, I think you're gonna get a better quality, more defensive, right? 
 
For every time that that patent examiner picks up the application and doesn't have to wade 
through all this other stuff because it's way too broad and then you end up here and you narrow 
it, you get closer to the ideal intended end point faster. I think that's a good thing. Now, whether 
or not we pay a fee and we get this AI generated report, but these were issues that we thought 
about at the agency when I ran it, which is, how do you get the best prior art in front of the 
examiner? How do you get the best claims in front of the examiner as soon as possible so you 
can get to the appropriately scoped claims as soon as possible? 
 
[STEVE GONG] 
Yeah, 100% agree with Michelle, right? But I feel like as a patent bar, right, there's still this 
sentiment that we're trying to hide the ball, right? 
 
You want, you know, some ambiguity in terms of your claim. You want some ambiguity what is 
your invention points, just so you had optionality down the road, right? So that is something 
mindset needs to change, right? 
 
And that's a nice mechanism that USPTO is offering. But like I said, you know, if you really care, 
you can easily search today, right? If you don't care, then that's a different issue. 
 
[AJIT ROY CHOWDHURY] 
But from what I've seen those, the AI generated search reports, they will essentially be looking 
at one or two. I haven't seen AI tools yet which can really think about one or three obvious test 
combinations. 
 
[STEVE GONG] 
Yeah, but most people are even not searching for one or two today, right? So is it, I mean, 
what's the USPTO's motivation for this? Is it just to validate their search tool so they can get 
away from human searching? I'm looking at you. 
 
(laughing) 



 
[MICHELLE LEE] 
And I Pilot was introduced after I left, I don't really know. I think it's more to make the tool. So, 
they can't actually make the tool accessible to the public because it isn't the USPTO's tool to do 
that with. So what they are trying to do is to give the public insight into what the tool does and 
give them results from that perspective, I think. 
 
[STEVE GONG] 
But if, I mean, if the office is moving to automated examination, this would be a step in that 
direction. 
 
[AYAN ROY-CHOWDHURY] 
Right. I think they're trying to compare, as Michelle mentioned, have the claims in a sufficiently 
good order before the examiners pick them up. 
 
[MICHELLE LEE] 
Or give people the opportunity to say, 'Oh my God,' you know, 'cause you get 10 results out of 
the search. And for people to say, 'Okay, this one reads directly on what my idea was and I was 
gonna file.' And now I won't file. So it's almost also a weeding out perspective. 
 
[AYAN ROY-CHOWDHURY] 
Right. 
 
[AUDIENCE MEMBER] 
And what's the fee for it? 
 
[MICHELLE LEE] 
$400, I think. 
 
[AYAN ROY-CHOWDHURY] 
I think something like that. 
 
[STEVE GONG] 
And the examiner still searches and those AI results just kind of get added to their results? Is 
that how it works or? 
 
[AYAN ROY-CHOWDHURY] 
So, maybe. 
 
(laughing) 
 
The AI results are, I mean I was looking at this earlier today. The examiners keep them in, note 
them in an 892 or the applicant files in ideas, then they will be off the record. Otherwise, not. I 
mean, they will be in the PR file history but it wouldn't be on the face of the patent. 



 
[MICHELLE LEE] 
That's so interesting. 
 
(laughing) 
 
[AYAN ROY-CHOWDHURY] 
So we have a few minutes left. Questions from the audience? Yeah the gentleman in the back. 
And then you please. 
 
[AUDIENCE MEMBER] 
Oh, okay. Yeah, so one thing a lot of us are in practice, we have client confidentiality. 
 
[IAN SCHICK] 
In the, in California, we have to maintain client confidences even at our peril. And thing we really 
look at, and we're sensitive to, is what happens to a patent application that we're trying to draft? 
 
And maybe you have thoughts on this. You know, Gemini, I would love to take my Google 
search tool, put it in, give it some instructions, and see what it can do. 
 
[STEVE GONG] 
Yeah. 
 
[IAN SCHICK] 
But I have a lot of pause. Some of these tools, you know, at our firm, we have typing minds so 
we can run Gemini, Chat, Claude, a few others. 
 
But what are thoughts of the panel on client confidentiality. And where this data ultimately ends? 
 
And with all due respect for Gemini, I've looked at Google and it quickly turns into spaghetti in 
my view in terms of. 
 
[STEVE GONG] 
I don't think our users are ready to. 
 
(audience laughing) 
 
[IAN SCHICK] 
Anyway, I would love to hear your thoughts on this 'cause this has been very pro AI, which is 
great. Two years ago, when I was at this conference, it was very much, "You put something into 
the cloud, it's a public disclosure. 
 



It's gonna come back and bite you." Which I don't think anyone thinks today, but still, a lot of us 
in practice who have invention disclosures are very concerned about client confidentiality. And if 
you could comment on that. 
 
[AYAN ROY-CHOWDHURY] 
I think that was a question I'd asked at the beginning, like, how many of you have updated your 
outside engagement letters to get explicit consent? 
 
[IAN SCHICK] 
That's not enough, right? I mean, you can say to your client. 
 
[MICHELLE LEE] 
Yeah, yeah. 
 
[IAN SCHICK] 
Your client, I'm going to use AI." 
 
[AYAN ROY-CHOWDHURY] 
Knowing all the risks. 
 
[IAN SCHICK] 
No, but how far do you go with the informed consent? It's, you know, it's trickier than that. 
 
So what, I mean, what's the specific fear then? I mean 'cause we trust technology with our 
clients' data all the time. We email things, we store it in the cloud. Yeah, Facebook, Cambridge 
Analytica, data breach, right? 
 
I mean, these are companies, some of them have a history of breaching data. The standard is 
reasonableness though, right? 
 
Like, reasonable care? 
 
[STEVE GONG] 
Well, let me ask you this. Like, do you not store any of your client materials, like, in the cloud at 
all? 
 
[IAN SCHICK] 
No. So I'm in a fisher Boiles, a cloud-based law firm, Net Docs all in the cloud. So there's a lot of 
sensitivity, partly because AI is so new, right? You have models. 
 
You know, if I upload something to my training, a competitor of my client's, you know, on how to 
do this, I think that, you know, really isn't the issue as much. But some of my clients have 
misconceptions about AI tools, right? 
 



[STEVE GONG] 
Yeah. 
 
[IAN SCHICK] 
They think chat is great. If you do something in Claude, then, you know, they own the invention, 
which is not right. So some of us have to deal with these issues on a regular basis with clients. 
And it is a new frontier, but just in terms of confidentiality and Google you know, giving this, I 
think, if I heard correctly-- to Fish & Richardson to look at. 
 
You know, what are the things as a panel you're looking at that you see as sensitivities there? 
 
[STEVE GONG] 
Yeah, so, there are two issues. 
 
[IAN SCHICK] 
Thank you. 
 
[STEVE GONG] 
One's confidentiality and one's privilege, right? I think you mentioned the first one, not the 
second one. The first one is what Ian, I think, is kind of going at, is I don't see it as any different 
than any of the systems out there. 
 
There really isn't anything that makes AI different. It's just like, it's computing in the cloud, right? 
 
If you trust storing your email, I don't know why you would not trust storing-- 
 
[AYAN ROY-CHOWDHURY] 
I think-- 
 
[MICHELLE LEE] 
Could I-- 
 
[STEVE GONG] 
Yeah? 
 
[AYAN ROY-CHOWDHURY] 
Concern is that it, Gen AI tools will use your data to train their models. 
 
[STEVE GONG] 
Yeah. So that's the second issue, right? You do have to look at the terms of your, you know, 
your engagement. If you use public version of Gemini, public version of ChatGPT, yeah, of 
course. 
 
[AYAN ROY-CHOWDHURY] 



So-- 
 
[STEVE GONG] 
That's at your own peril. But you do have to look at your engagement with the specific vendor, or 
Patlytics, or Approximal, or Google to look at that term. The issue of privilege is different, right? 
The privilege issue really hinges on not only confidentiality, but also who have access to that 
data otherwise. 
 
So if you even look at some of the term ChatGP--, OpenAI have, or even Google has, right? If 
there's a term saying their trust and safety team can access your data for whatever reason, 
there's a period in which they can do that. Even if they don't, that is an issue for your privilege of 
the data that's going through the model, right? 
 
But you do have to look at all that. If nobody had access to the data, otherwise would not have 
access anyway. 
 
I don't see how that's different than any other systems. 
 
[MICHELLE LEE] 
So that's why I really do like Patent AI systems that were targeted and geared and developed 
for lawyers that have the security and confidentiality-- 
 
[STEVE GONG] 
Yeah. 
 
[MICHELLE LEE] 
Like, if we breach confidentiality, we are done. That is it, right? I mean, you cannot disclose 
confidentialities, right? So, you know, my colleague from Patlytic can confirm this, but for the 
models that we use, other clients do not get used to any information that you enter in. 
 
[STEVE GONG] 
Yeah. 
 
[MICHELLE LEE] 
It does not leak. Moreover, even if you're in-house and you don't want another part of the 
company to know about that, that can be another wall. And I am a hundred percent sure, I don't 
know, I don't run the patent office, I'm not there anymore, but I'm sure they're considering 
on-prem solutions, right? 
 
'cause there's no way, you have the world's confidential information all the product, all the 
proprietary information before it's launched and right? I mean, that is a big issue. So I am 
guessing that the IT department there that I used to work with is looking at all those issues in 
connection with, you know, their solutions and the evaluation of the solutions and what that 



means in terms of the security for every one of the applicants. That's what I would be looking 
for, right? 
 
If I'm gonna bring in an AI system, no way can a search done by a patent examiner, right, 
cross-contaminate, disclose to anybody else. It's just not, that's not an acceptable solution. So 
whether or not they achieved that, I don't know, but seems to me, like I said, security, 
confidentiality, those are table stakes. And then we start talking about, are you faster and more 
efficient? 
 
Are you accurate? Do you save time? Are you easy to use? 
 
Those are all after you have nailed that down. 
 
[AYAN ROY-CHOWDHURY] 
We are on time, but I guess we have time for maybe one or two more questions. 
 
[AUDIENCE MEMBER] 
This is, have you heard whether the Patent Office has launched a pilot for having AIs write 101 
rejections. An examiner told us recently that they were facing that, and the AI was overruling 
them. 
 
[STEVE GONG] 
So never heard that. 
 
[AYAN ROY-CHOWDHURY] 
So, AI was giving 101 rejections? 
 
[STEVE GONG] 
Writing or, Writing 101? 
 
[AUDIENCE MEMBER] 
Well, we were advised I've got a patent examiner who lives in Alexandria. Right. And one of his 
friends called and, or one of our, the people who are handling our applications called him and 
told him that the AI had written the rejection. "Please don't hold it against me." 
 
[STEVE GONG] 
Oh, I don't know. I don't know about that. 
 
[AYAN ROY-CHOWDHURY] 
Yeah. But I know that yesterday the Patent Office came out with new guidance on subject 
matter eligibility, right, on 101 issues specifically, that applicants can submit 132 declarations 
explaining, and that should be considered by examiners in reconsidering the 101 issues that are 
like I believe it's like a significant technological contribution or things like that. 
 



[STEVE GONG] 
I think there are just suspicions right now, right? I also just heard, this is treading on rumor now, 
right? It's like European examiners are now using Gen AI to essentially writing the rejections. 
 
[AYAN ROY-CHOWDHURY] 
So, the RFI that patent office gave out going to confidentiality, it was asking for private vendors 
to do that. 
 
[STEVE GONG] 
Yeah so, they went, and last summer, they put out a request for information on the various ways 
in which the public thought that the patent office could apply AI in various, you know, categories 
to improve And they did ask for comments on, I think, as I recall, security, confidentiality, and so 
forth, Right Right. I mean, those are table stakes. So, We have one more question. I guess we 
aren't-- 
 
[AUDIENCE MEMBER] 
Mine is more about the infrastructure. Just one more. 
 
[STEVE GONG] 
Okay. 
 
[AUDIENCE MEMBER] 
Yeah. I was gonna ask-- It's fine. Do you have any-- Oh, there we go. So, right, AI, especially 
gen AI, takes a lot of computing power, which actually is, I think, one of the limiting factors for 
the USPTO in terms of updating its IT infrastructure. 
 
[STEVE GONG] 
But they've asked the vendors apply provide it at low or no cost. 
 
[AUDIENCE MEMBER] 
Yeah. Yeah. But that's also-- Low or no cost. Yeah. My question for like all, like for everybody, 
because it seems like that could be a bottleneck or a choke point in terms of providing access to 
gen AI. Yeah. 
 
So, what is going on with making sure that the infrastructure is available and accessible to all? 
 
[STEVE GONG] 
I think we're gonna start building data centers on the Moon. So, 
 
[AJAY ROY-CHOWDHURY] 
Should, should come to Northern Virginia. It's now data center country. 
 
(laughter) 
 



[STEVE GONG] 
Yeah. Yeah. I think there are different approaches to AI right now. Right now, I think we are 
focused on this big data center, more building, building and building. There could be more 
narrow focus at some point, right? 
 
Mm-hmm. But right now, it is a race towards AGI, and that's just where we're at right now, right? 
Yeah. 
 
We'll see how that goes. But there are other ways we can optimize in terms of how that is done. 
But the data center on the Moon is not a joke. 
 
We actually have a patent on it. So, it is something that is gonna be explored. 
 
So, 
 
[WAYNE] 
I wanted to thank the four of you for coming. This has been fantastic, and we could run 
questions for another hour. And I look forward to hearing this discussion next year, 'cause as 
somebody mentioned, it's evolved over two years from don't to do. 
 
[STEVE GONG] 
Yeah. 
 
[WAYNE] 
So, it's been quite a transformation. So, thank you. 
 
(applause) 
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Regression tables including control variables:  
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C. Grading Rubrics 
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General Rubric 
 
1 Accuracy 
How accurate and helpful was your research?  1<------------------->7 

● Factors  
○ Cases 

■ Did you include the relevant cases and properly 
state the holding? 

■ Did you include any irrelevant cases? 
■ Did you include any fictitious cases? 

○ Facts 
■ Did you include the relevant facts? 
■ Did you include any irrelevant facts? 
■ Did you include any fictitious “facts”?  

 
2. Analysis 
How sound and insightful was your analysis ?1<------------------->7 

● Factors   
○ Logic 

■ Were there any logical gaps in your reasoning? 
■ Were your conclusions well-supported by the law? 
■ Were your conclusions well-supported by the facts? 

○ Nuance 
■ Did you move beyond just a superficial analysis of 

the issues? 
■ Did you address the key counterarguments? 
■ Did you include any ideas that were both novel and 

helpful?  
 
 
3. Organization 
How organized and easy-to-follow was your work product? 1<------------>7 

● Factors   
○ Macro 

■ Did you provide a coherent, user-friendly structure?  
■ Did you prioritize the most relevant information? 
■ Did you go off on any tangents? 

○ Micro 
■ Did you provide helpful headings? 
■ Did each of your paragraphs build off the ones 

before it and set up the ones after it?  
■ Did you end (or start) too abruptly? 

 
4. Clarity 
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How clear and compelling was your writing? 1<------------------->7 
● Factors   

○ Readability 
■ Were your sentences clunky and convoluted? 
■ Were your transitions awkward and choppy? 
■ Did I have to read certain parts multiple times? 

○ Polish 
■ Did you have any typos? 
■ Did you have any grammatical mistakes? 
■ Did you have any punctuation mistakes? 

 
 
5. Professionalism 
How well did you follow the directions? 1<------------------->7 

● Factors 
○ Word Count 

■ Did you go over (or way under) the word count? 
○ Document Type 

■ Did you put together a persuasive memo when you 
were supposed to put together an objective memo 
(or vice versa)? 

○ Time 
■ Did you finish on time?  

 
 
Specific Rubric for Assignment One 
 
1 Accuracy 
How accurate and helpful was your research?  1<------------------->7 

● Factors  
o Cases 
▪ Did you include the relevant cases and accurately 
state the holding? 
▪ Supreme Court 
▪ Tenth Circuit 
▪ Persuasive authority 
▪ Did you correctly identify the relative 
persuasiveness of the relevant cases? 
▪ Overwhelmingly against your client’s preferred 
outcome 
▪ Did you include any irrelevant cases or fictitious 
cases? 

o Facts 
▪ Did you include the relevant facts? 
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▪ Defamation claim 
▪ In litigation 
▪ In actual filing 
▪ Did you include any irrelevant facts or fictitious 
“facts”?  
 

2. Analysis 
How sound and insightful was your analysis ?1<------------------->7 

● Factors   
o Logic 
▪ Were there any logical gaps in your 
reasoning? 
▪ Were your conclusions well-supported by 
the law? 
▪ Did you avoid equivocation or offering false 
hope? 
▪ Were your conclusions well-supported by 
the facts? 

o Nuance 
▪ Did you move beyond just a superficial 
analysis of the issues? 
▪ Did you address the key counterarguments? 
▪ Did you distinguish cases not in your favor? 
▪ Did you include any ideas that were both 
novel and helpful?  

 
3. Organization 
How organized and easy-to-follow was your work product? 1<---------------
---->7 

● Factors   
o Macro 

▪ Did you provide a coherent, user-friendly 
structure?  
● Introduction, Analysis, Conclusion 
● Clear, firm conclusion 
● Unwavering analysis 
▪ Did you prioritize the most relevant 
information? 
▪ Did you go off on any tangents? 

o Micro 
▪ Did you provide helpful headings? 
▪ Did each of your paragraphs build off the 
ones before it and set up the ones after it?  
▪ Did you end (or start) too abruptly? 
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4. Clarity 

How clear and compelling was your writing? 1<------------------->7 
● Factors   

o Readability 
▪ Were your sentences clunky and 
convoluted? 
▪ Were your transitions awkward and 
choppy? 
▪ Did I have to read certain parts multiple 
times? 

o Polish 
▪ Did you have any typos? 
▪ Did you have any grammatical mistakes? 
▪ Did you have any punctuation mistakes? 

 
5. Professionalism 
How well did you follow the directions? 1<------------------->7 

● Factors 
o Word Count 

▪ Did you go over (or way under) 700 words? 
o Document Type 

▪ Did you put together a persuasive brief 
when you were supposed to put together an 
objective memo? 

o Time 
▪ Did you exceed 1.5 hours working on this 
problem?  

 
 
 
Specific Rubric for Assignment Two 
 
 
1 Accuracy 
How accurate and helpful was your research?  1<------------------->7 

● Factors  
○ Cases 

■ Did you include the relevant cases and accurately 
state the holding? 

● Massachusetts Law 
○ Vermont Mut. Ins. Co v. Poirier  

● New Hampshire Law 
○ Wallace v. Nautilus 
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■ Did you correctly identify the relative 
persuasiveness of the relevant cases? 

● Poirier (Mass SJC interpreting Mass Law) > 
Nautilus (unpublished, district court, pre-
Poirer) 

■ Did you include any irrelevant cases or fictitious 
cases? 

■ Did you include the relevant statute? 
● Ontario Courts of Justice Act, R.S.O. 19990, 

c. C.43 
■ Did you include any irrelevant or fictitious statute? 
■ Did you include the relevant language from the 

insurance contract? 
● “All costs taxed against the ‘insured’ in any 

‘suit’ against the ‘insured’ we defend.” 
■ Did you include any irrelevant or fictitious 

language from the insurance contract? 
○ Facts 

■ Did you include the relevant facts? 
● Accident occurred in Ontario 
● Several passengers severely injured 
● Insurer agrees to pay $2 million to settle 
● Lawyers for victim wants extra 200,000 for 

attorneys’ fees 
■ Did you include any irrelevant facts or fictitious 

“facts”?  
 
2. Analysis 
How sound and insightful was your analysis ?1<------------------->7 

● Factors   
○ Logic 

■ Were there any logical gaps in your reasoning? 
■ Were your conclusions well-supported by the law? 
■ Were your conclusions well-supported by the facts? 

○ Nuance 
■ Did you move beyond just a superficial analysis of 

the issues? 
● Did you note that even under the logic of 

Poirer, the attorneys’ fee may be covered? 
■ Did you address the key counterarguments? 

● Did you push back on the analogy to Poirer? 
■ Did you distinguish cases not in your favor? 
■ Did you include any ideas that were both novel and 

helpful?  
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3. Organization 
How organized and easy-to-follow was your work product? 1<---------------
---->7 

● Factors   
○ Macro 

■ Did you provide a coherent, user-friendly structure?  
● Introduction, Argument, Conclusion  

■ Did you prioritize the most relevant information? 
■ Did you go off on any tangents? 

○ Micro 
■ Did you provide helpful headings? 
■ Did each of your paragraphs build off the ones 

before it and set up the ones after it?  
■ Did you end (or start) too abruptly? 

 
4. Clarity 
How clear and compelling was your writing? 1<------------------->7 

● Factors   
○ Readability 

■ Were your sentences clunky and convoluted? 
■ Were your transitions awkward and choppy? 
■ Did I have to read certain parts multiple times? 

○ Polish 
■ Did you have any typos? 
■ Did you have any grammatical mistakes? 
■ Did you have any punctuation mistakes? 

 
5. Professionalism 
How well did you follow the directions? 1<------------------->7 

● Factors 
○ Word Count 

■ Did you go over (or way under) 1500 words? 
○ Document Type 

■ Did you put together a persuasive brief when you 
were supposed to put together an objective memo? 

○ Time 
■ Did you finish in under 4 hours?  

 
 
 
Specific Rubric for Assignment Three 
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1. Accuracy: How accurate and relevant was your summary and 

assessment of the complaint?  Rating: 1 ←--------------→ 7 
a. Factors 

i. Claims: 
1. Did you correctly summarize the key 

allegations and claims under the Fair Labor 
Standards Act (FLSA) and Nevada state 
law?   

2. Did you accurately reflect the nature of the 
class and collective action? 

3. Did you identify all the relevant legal 
provisions, such as 29 U.S.C. § 207, Nevada 
Revised Statutes (NRS) §§ 608.016, 
608.018? 

ii. Facts:   
1. Did you capture the key facts relevant to the 

allegations (e.g., unpaid work before and 
after shifts, failure to pay overtime)? 

2. Did you avoid including irrelevant or 
immaterial facts?   

3. Did you identify any factual inconsistencies 
or missing details? 

 
2. Analysis: How insightful and sound was your analysis of the 

strength of the claims?  Rating: 1 ←--------------→ 7 
a. Factors: 

i. Strength of Claims: 
1. Did you evaluate the strength of the claims 

based on the facts provided?   
2. Did you discuss potential weaknesses in the 

plaintiff’s case?   
3. Did you consider any defenses the defendant 

might raise, such as arguments about 
tracking hours worked or defenses under 
FLSA and state law?   

ii. Nuance:  
1. Did your analysis consider potential 

counterarguments or challenges, like the 
practical difficulties of tracking unpaid 
work?   

2. Did you consider potential risks for the 
defendant and strengths for the plaintiff? 
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3. Did you include any novel or insightful ideas 
about how to defend against or settle the 
claims? 

 
3. Organization: How well-organized and coherent was your memo?  

Rating: 1 ←--------------→ 7 
a. Factors: 

i. Macro: 
1. Did you structure the memo logically, with 

clear sections (e.g., summary of allegations, 
analysis of claims, next steps)?   

2. Did you prioritize key information (e.g., 
strongest claims, biggest risks)?   

3. Did you avoid unnecessary digressions or 
irrelevant discussions? 

ii. Micro: 
1. Were your headings clear and helpful?   
2. Did your paragraphs flow logically from one 

to the next?   
3. Was your conclusion strong and 

appropriately placed? 
 

4. Clarity: How clear and compelling was your writing?  Rating: 1 
←--------------→ 7 

a. Factors: 
i. Readability: 

1. Were your sentences concise and easy to 
follow?   

2. Were transitions between ideas smooth and 
logical?   

3. Did you avoid convoluted language that 
required rereading? 

ii. Polish: 
1. Did you avoid typos, grammatical errors, 

and punctuation mistakes?   
2. Was your writing professional and precise? 

 
5. Professionalism: How well did you follow the assignment’s 

guidelines?  Rating: 1 ←--------------→ 7 
a. Factors: 

i. Instructions: 
1. Did you summarize the key claims, assess 

the strength of the claims, and outline next 
steps as required by the assignment?   
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2. Did you avoid analyzing jurisdiction or 
venue, as instructed?   

3. Did you keep the memo under the 1000-
word limit? 

ii. Time Management: 
1. Did you complete the task within the two-

hour time limit? 
 
 
 
Specific Rubric for Assignment Four 
 

1. Accuracy: How accurate and legally sound was your drafting of 
the nondisclosure agreement?  Rating: 1 ←--------------→ 7   

a. Factors:     
i. Legal Requirements:     

1. Did you correctly identify and include the 
necessary legal provisions relevant to 
Minnesota state law and other applicable 
laws governing NDAs?   

2. Did you ensure that the NDA complies with 
state-specific limitations on non-disclosure 
and non-compete clauses? 

ii. Protection of Trade Secrets:     
1. Did you accurately reflect Acme Co.’s 

interest in protecting its trade secrets and 
confidential information?   

2. Did you include relevant definitions, such as 
"Confidential Information," "Trade Secrets," 
and other key terms, that are both broad 
enough to protect Acme Co. and enforceable 
under the law? 

iii. Relevant Scope:     
1. Did you tailor the geographic and temporal 

scope of the restrictions to the company's 
business interests and the competitive 
landscape, ensuring enforceability? 

 
2. Analysis: How sound and thoughtful was your approach to the 

drafting and enforceability of the NDA? Rating: 1 ←--------------→ 
7   

a. Factors:     
i. Risk Assessment:     
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1. Did you assess the potential risks to Acme 
Co. if Sue Scientist left for a competitor and 
draft the agreement accordingly?   

2. Did you balance Acme Co.’s interests with 
the need to ensure that the NDA is not 
overly restrictive or vulnerable to being 
challenged in court? 

ii. Strategic Choices:     
1. Did you strategically choose provisions that 

favor Acme Co., such as the duration of 
confidentiality and non-compete clauses?   

2. Did you demonstrate an understanding of 
how to protect the company without 
overreaching, ensuring enforceability in 
Minnesota and neighboring states? 

iii. Customizations:     
1. Did you move beyond simply copying the 

sample NDA and make thoughtful 
customizations specific to Acme Co. and 
Sue’s role? 

 
3. Organization: How well-organized and structured was your NDA 

draft?  Rating: 1 ←--------------→ 7   
a. Factors:     

i. Logical Flow:     
1. Did the agreement have a clear, logical 

structure, starting with definitions and 
progressing through confidentiality, non-
compete, and assignment of inventions 
clauses?   

2. Were terms and obligations clearly 
organized so that each section built upon the 
one before it? 

ii. Prioritization: 
1. Did you focus on the most critical terms 

(e.g., confidentiality, non-compete, 
assignment of inventions) in a way that 
reflected Acme Co.’s priorities?   

2. Did you avoid unnecessary or irrelevant 
provisions that might make the NDA more 
complex than needed? 

iii. Formatting:     
1. Was the NDA formatted clearly, adhering to 

the required page length (three pages) and 
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formatting guidelines (single-spaced, 12-
point font, 1” margins)? 

 
4. Clarity: How clear and readable was your NDA?  Rating: 1 ←-----

---------→ 7   
a. Factors:     

i. Plain English Drafting:     
1. Did you follow the directive to use plain 

English, avoiding overly complex legal 
jargon?   

2. Was the language clear and understandable 
while maintaining legal enforceability? 

ii. Readability:     
1. Were sentences concise and 

straightforward?   
2. Did you avoid convoluted phrasing that 

could make the agreement difficult to 
understand for the average reader? 

 
5. Professionalism: How well did you follow the assignment’s 

instructions and professional drafting standards?  Rating: 1 ←---
-----------→ 7   

a. Factors:     
i. Instructions:     

1. Did you draft the NDA in accordance with 
the instructions, ensuring it was no more 
than three pages and properly formatted? 

2. Did you follow the directive to make the 
agreement favorable to Acme Co. while 
staying within enforceable legal limits? 

ii. Time Management:     
1. Did you complete the task within the three-

hour time limit? 
 
 
Specific Rubric for Assignment Five 
 
1 Accuracy 
How accurate and helpful was your research?  1<------------------->7 

● Factors  
○ Cases 

■ Did you include the relevant cases and accurately 
state the holding? 

● Sinchuck v. Fullerton 
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● Shacter v. Richter 
● Minnesota Person. Inj. Asbestos Cases v. 

Keene 
● Anderson v. Connecticut 
● Brooks Realty v. Aetna 

■ Did you include any irrelevant cases? 
■ Did you include the relevant statute? 

● Minn. R. Civ. P. 42.01 
■ Did you include any irrelevant statute? 
■ Did you include any fictitious case or statute? 

○ Facts 
■ Did you include the relevant facts? 

● Acme sued Beta in state court seeking 
declaratory judgment 

● Owners of Beta sued Acme in different 
jurisdiction for fraud 

● Same corse set of facts  
● We present Beta in the first case and Beta’s 

owners in the second 
■ Did you include any irrelevant facts? 
■ Did you include any fictitious “facts”?  

 
2. Analysis 
How sound and insightful was your analysis ?1<------------------->7 

● Factors   
○ Logic 

■ Were there any logical gaps in your reasoning? 
■ Were your conclusions well-supported by the law? 
■ Were your conclusions well-supported by the facts? 

○ Nuance 
■ Did you move beyond just a superficial analysis of 

the issues? 
■ Did you address the key counterarguments? 
■ Did you distinguish cases not in your favor? 
■ Did you include any ideas that were both novel and 

helpful?  
 
 
3. Organization 
How organized and easy-to-follow was your work product? 1<---------------
---->7 

● Factors   
○ Macro 

■ Did you provide a coherent, user-friendly structure?  
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● Introduction, Argument, Conclusion  
■ Did you prioritize the most relevant information? 
■ Did you go off on any tangents? 

○ Micro 
■ Did you provide helpful headings? 
■ Did each of your paragraphs build off the ones 

before it and set up the ones after it?  
■ Did you end (or start) too abruptly? 

 
4. Clarity 
How clear and compelling was your writing? 1<------------------->7 

● Factors   
○ Readability 

■ Were your sentences clunky and convoluted? 
■ Were your transitions awkward and choppy? 
■ Did I have to read certain parts multiple times? 

○ Polish 
■ Did you have any typos? 
■ Did you have any grammatical mistakes? 
■ Did you have any punctuation mistakes? 

 
 
5. Professionalism 
How well did you follow the directions? 1<------------------->7 

● Factors 
○ Word Count 

■ Did you go over (or way under) 1000 words? 
○ Document Type 

■ Did you put together an objective memo when you 
were supposed to put together a persuasive brief? 

○ Time 
■ Did you finish in under 2.5 hours?  

 
 
Specific Rubric for Assignment Six 
 
1 Accuracy 
How accurate and helpful was your research?  1<------------------->7 

● Factors  
o Cases 

▪ Did you include the relevant cases and accurately 
state the holding? 

▪ Binding Indiana case law 
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▪ Persuasive federal cases interpreting 
Indiana law 

▪ Did you correctly identify the relative 
persuasiveness of the relevant cases? 

▪ Did you include any irrelevant cases or fictitious 
cases? 

▪ All non-Indiana case law 
o Facts 

▪ Did you include the relevant facts? 
▪ Restraint terms (three years; several 

specified counties, “private chef services”) 
▪ Information and customer relations relevant 

to scope 
▪ Did you include any irrelevant facts or fictitious 

“facts”?  
 
2. Analysis 
How sound and insightful was your analysis ?1<------------------->7 

● Factors   
o Logic 

▪ Were there any logical gaps in your reasoning? 
▪ Included all three types of scope 
▪ Included direct solicitation prohibition 

▪ Were your conclusions well-supported by the law? 
▪ Were your conclusions well-supported by the facts? 

o Nuance 
▪ Did you move beyond just a superficial analysis of 

the issues? 
▪ Based analysis of scope types in measurable 

factors or protectable interests 
▪ Did you address the key counterarguments? 
▪ Did you distinguish cases not in your favor? 
▪ Did you include any ideas that were both novel and 

helpful?  
▪ Tolling, undue hardship, public harm 

 
3. Organization 
How organized and easy-to-follow was your work product? 1<---------------
---->7 

● Factors   
o Macro 

▪ Did you provide a coherent, user-friendly 
structure?  

● Introduction, Analysis, Conclusion 
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● Separated Time, Geography, and Activity 
Restrained 

● Provided subparts as called for by the 
analysis 

▪ Did you prioritize the most relevant information? 
▪ Did you go off on any tangents? 

● Such as other CNTC elements, injunctive 
relief, or damages issues 

o Micro 
▪ Did you provide helpful headings? 
▪ Did each of your paragraphs build off the ones 

before it and set up the ones after it?  
▪ Did you end (or start) too abruptly? 

 
4. Clarity 
How clear and compelling was your writing? 1<------------------->7 

● Factors   
o Readability 

▪ Were your sentences clunky and convoluted? 
▪ Were your transitions awkward and choppy? 
▪ Did I have to read certain parts multiple times? 

o Polish 
▪ Did you have any typos? 
▪ Did you have any grammatical mistakes? 
▪ Did you have any punctuation mistakes? 

 
5. Professionalism 
How well did you follow the directions? 1<------------------->7 

● Factors 
o Word Count 

▪ Did you go over (or way under) 1500 words? 
o Document Type 

▪ Did you put together a persuasive brief when you 
were supposed to put together an objective memo? 

o Time 
▪ Did you exceed 2.5 hours of work on this problem?  
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VLAIR - Legal Research

This study extends the initial Vals Legal AI Report (VLAIR) and evaluates how four AI products perform on legal research tasks, studying their

performance with respect to a lawyer control group (the Lawyer Baseline). The evaluated products were Alexi, Counsel Stack, Midpage and

ChatGPT.

Our study assessed the participants’ ability to respond to 200 U.S. legal research questions, distributed across a range of question types

typically encountered in private practice. We established a scoring rubric taking into account prior studies and industry feedback, ultimately

evaluating the responses across three weighted criteria:

Accuracy: whether the response is substantively correct with no incorrect elements (50% of average weighted score)

Authoritativeness: whether the response is supported by citations to relevant and valid primary and/or secondary law sources (40% of

average weighted score)

Appropriateness: whether the response is easy to understand and could be immediately shareable with colleagues or clients (10% of

average weighted score)

The results as well as details about the study methodology and limitations are set out below.

Executive summary

The performance across participants was broadly consistent when looking at both the final average weighted scores and the individual criteria

scores.

On an average weighted score basis, all AI products scored within 4 points of each other (74%-78%) and within 9 points of the Lawyer

Baseline (69%).

The legal AI products performed better overall than the generalist AI product, which in turn performed better overall than the Lawyer Baseline.

All of the AI products outperformed the Lawyer Baseline across the three scoring criteria.

Counsel Stack received the highest score across all criteria.

Our further analysis of and conclusions based on these results are set out in the next section.

Legal Research Report

Industry Reports
Comprehensive legal technology platform providing advanced research, document

analysis, and case management solutions for legal professionals
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We also analyzed how the participants performed on each category of question. In general, we found that all participants performed strongly

across the question types, with the exception of 50-state surveys. For the AI products, utilizing a specialist workflow rather than basic

prompts should yield a much better result for this type of legal research question. There were also more mixed results where the question was

vague as to, or silent on, which sources should be consulted to provide an accurate answer. This is an area where additional context is likely

necessary–something that the lawyers would be able to import without requiring specific additional instruction.

Key findings

The outcomes of our study support the following key conclusions:

1. Both legal AI and generalist AI can produce highly accurate answers to legal research questions
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Where the AI products were able to provide a response, overall accuracy was very strong with little differentiation between the legal AI

products (78-81% accuracy, 80% averaged) and the generalist AI product (80% accuracy).

In addition, there were five question types where, on average, the generalist AI product provided a more accurate response than the legal AI

products, and one question type where the accuracy was scored the same.

However, there were multiple instances of legal AI products being unable to produce a response due to either technical issues or deemed lack

of available source data. Pure technical issues only arose with Counsel Stack (4) and Midpage (3), where no response was provided at all. In

other cases, the AI products acknowledged they were unable to locate the right documents to provide a response but still provided some form

of response or explanation as to why the available sources did not support their ability to provide an answer. This occurred for Alexi (2),

Midpage (8) and ChatGPT (8). In some cases, the detail provided in these explanations earned the AI products partial points. This was

especially true for ChatGPT which would respond that it could not find a specific judgment or law, but would still rely on its knowledge to

provide an answer for the question.
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Despite such issues, the study outcomes support a conclusion that both legal AI and generalist AI products can produce highly accurate

answers to the types of legal research questions included in the study.

2. Sources and citations are the differentiators for legal AI, for now

While accuracy may not have proven to be a defining factor in the study, authoritativeness–the ability to identify and cite relevant and valid

sources–provided some differentiation. The authoritativeness scores were 6 points higher on average for legal AI products versus the

generalist AI product.

When looking at the authoritativeness scores across question types, there was only a single category where the generalist AI product

outperformed the legal AI products. This was the category that required access to the most up-to-date guidance or information. Given

ChatGPT uses web search by default, it has access to the latest information on the open web. Legal AI products often specifically restrict

sourcing to their own databases to improve the reliability of their sources and citations.
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Nonetheless, the study outcomes support a common assumption that access to proprietary databases, even if composed mainly of publicly

available data, does result in differentiated products.

However, this gap may close with the wide availability and adoption of Deep Research, which was announced on June 27, 2025. To our

knowledge, none of the legal AI participants had implemented Deep Research in their legal research products at the time of the study

response collection.

3. Most participants struggled with jurisdictional complexity

All but one participant performed significantly worse on the 14 jurisdictionally complex questions, being where the participant was asked to

consider more than one jurisdiction’s laws. On average, the scores for multi-jurisdiction questions were 14 points lower than single jurisdiction

questions. Only ChatGPT showed no variance based on its average scores.
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In particular, all participants struggled with the one 50-state survey question, although for different reasons. Counsel Stack failed to provide a

response due to a time out error. Alexi did not attempt to source the primary law across all states and so provided only an incomplete

summary from a secondary source. Both the lawyers and ChatGPT provided substantively correct and complete answers but failed to provide

authoritative sources, instead primarily referencing only a handful of public sources.

For the AI products, utilizing a specialist workflow designed to search all 50 states’ laws should yield a much better result for this type of legal

research question.

4. Where it performs most strongly, AI can far exceed lawyer capability

The average weighted scores for the AI products exceeded the Lawyer Baseline on 150 (75%) of the study questions. Where the AI

outperformed the lawyers on individual questions they did so by an average margin of 31 percentage points.

This supports a conclusion that in areas where lawyers may struggle in correctly and completely answering legal research questions, AI can

provide significant support in closing the capability gap for lawyers.

5. There remain a few areas where lawyers outperform AI

For four of the ten question types, the lawyers outperformed the AI products. In addition, where the lawyers outperformed AI on individual

questions they did so by an average margin of 9 percentage points. The study data suggests that the human element created an edge when a

deeper understanding of context, complex multi-jurisdictional reviews and judgment-based synthesis was required.
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It is also worth noting that the lawyers ultimately had fewer zero scores overall, meaning they often had correct responses but received only

partial credit in more cases than compared to the AI products. As with the previous VLAIR study, we believe this reflects lawyers’ tendency to

provide more succinct, direct and (arguably) commercially-focused responses as opposed to the longer analysis that AI tends to output by

default. However, this means that the lawyers’ shorter responses may not have included all elements of the Consortium Firm-defined correct

answers, resulting in the overall lower scores across all criteria.

Despite being numerically lower scores compared to the AI products, the Lawyer Baseline was set reasonably high (especially in the context of

the first VLAIR and other benchmarking studies) and the study outcomes support a conclusion that there remain capability gaps that lawyers

are best placed to fill (whether alone or, more likely, AI-assisted).

Methodology

Background

The initial VLAIR published in February 2025 intended to incorporate legal research alongside the other seven tasks covered by that study.

However, in light of the increasing scrutiny of the use of AI for legal research and the expanding market of research-specific AI products, we

chose to conduct this separate study to ensure a thorough and independent assessment.

Legal research remains one of the most hotly debated use cases for generative AI for a number of reasons, but especially due to the significant

risk that outputs incorrectly identify or invent arguments, sources and citations.

Many in the industry continue to believe that the risk of inaccuracy and hallucination with generative AI means that legal research should only

be conducted using the long-existing specialized legal research products built on top of proprietary databases of vetted sources. This view is

not unfounded. There are now over 370 reported instances globally of practitioners using AI to prepare court submissions that have been

found to contain hallucinated citations and/or incorrect legal analysis.

However, foundational model advancement continues at pace with capabilities like live web search and “Deep Research” now generally

available to all AI product builders. While access to proprietary legal research databases remains perhaps the last remaining “moat” in the fast

growing legal AI market, legal’s protectionist approach seems to be giving way to collaboration. For example, many of the largest legal AI

vendors have announced content partnerships in the past year.

In addition, some in the industry have openly questioned the extent to which legally-focused AI products provide sufficient value above and

beyond the more accessible and cost-friendly applications built by the foundational model providers. In fact, the most repeated request we

received since publishing the first VLAIR was to include generalist AI products in our future studies.

We were therefore pleased to secure OpenAI’s agreement to include ChatGPT in this study. Certain of our analysis looks at the results of the

three participant legal AI products against this generalist AI product in order to address the industry’s calls.
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Dataset

The legal research study was designed to assess the participant’s ability to answer questions that require reference to U.S. federal or state

laws, regulations, rules, decisions, and judgments.

In designing the legal research study, we consulted with the Consortium Firms and our practicing lawyer and law librarian network to identify

the types of research questions that would be most representative of everyday private practice work.

We then asked the Consortium Firms to contribute sample questions, ideal responses including expected sources, source types (federal vs

state and statute vs case law) and citations, and other indicia of correctness (objective criteria for assessing accuracy) that were distributed

across the identified question types.

On completion of this process, we collected 200 question-and-answer sets (referred to as the Dataset Questions) representing one of the

highest-quality legal research datasets ever assembled for studying the capabilities of generative AI tools. One question had to be disregarded

when an error in the formulation was found and it was not possible to re-collect new responses from all participants.

The distribution of question types within the Dataset Questions were as follows:

A sample selection from the Dataset Questions can be accessed at the link set out in the appendix.

No vendors were supplied with a copy of the Dataset Questions.

Participating Vendors

The core tenets of the VLAIR studies are that (1) we evaluate each vendor’s product with their explicit approval, (2) each product is evaluated

on tasks that the product was designed to address, in the manner they were designed to be used, and (3) all participating vendors remain

blind throughout the study and so cannot optimize their products for the Dataset Questions.

An open call was issued online following the publication of the first VLAIR and invitations were also issued to the most widely used legal

research vendors to learn about and participate in the study. The only selection criteria a vendor was required to meet was that their product

was already being used by customers for US legal research. While we had to limit the total number of participants for manageability of time

and costs, this open process ensured that we had a suitably representative group of willing and active participants with whom we were able to

proactively address any questions or challenges in the evaluation process.

As part of the terms of participation in the VLAIR studies, we allow each vendor to withdraw its product prior to publication. Although we had

vendors opt into legal research as part of the first VLAIR, after we separated out legal research into its own study they chose not to be

included.
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We are fortunate to have a distribution of participants for this study comprising representatives of both specialised legal research AI providers

and foundational model providers. We provide a brief introduction to the participating vendors below.

Alexi is a legal AI vendor founded in 2017 that is focused on streamlining workflows for legal teams and in-house counsel. We studied

their legal research product, which has been trained on case law.

Counsel Stack is a legal AI vendor founded in 2023 and which offers multiple specialized LLMs for legal research, document review and

client communications. We studied their legal research product.

Midpage is a legal AI vendor founded in 2022 that is focused on supporting litigators with their workflows. We studied their standalone

legal research product. Midpage can also be accessed via ChatGPT through a bespoke integration.

OpenAI is a leading artificial intelligence research and deployment company founded in 2015. It has developed several foundational

models that are used by product developers worldwide. We studied their ChatGPT Team product.

Lawyer Baseline

As with the initial VLAIR study, we chose to establish a baseline measure of the quality of work produced by the average lawyer, unaided by

generative AI.

To achieve this, we partnered with a US law firm who supplied lawyers experienced in conducting legal research for client matters. The lawyers

were asked to answer the Dataset Questions based on the exact same instructions and context provided to the AI products, and include any

citations in-line. They were allowed to use all research resources and tools at their disposal provided they were not generative AI-based. Their

responses were provided in written form within a two-week period.

The participating lawyers were also asked to report the time it took to answer each question to inform our latency comparison with the AI

products.

Response collection and scoring

Response collection took place over the first three weeks of July 2025.

All questions were submitted to each product via API as a zero-shot prompt with the output returned and collected in JSON format, with one

exception where no API was available. Prior to commencing the collection process, API performance was tested by the VLAIR team with each

vendor to confirm it operated as expected and to ensure the output format met the study specifications. Each question was submitted at least

three times to each product to reduce output variance, and questions were submitted individually in sequence and not in parallel.

The exact questions as posed in the zero-shot prompts were also provided to the lawyers who helped to create the Lawyer Baseline. No follow

up questions were answered.

Due to the potential variability of correctness of any response to a legal research question, the evaluation for this study was conducted on a

blind basis by a group of lawyers and law librarians and not using any automated systems.

Final collected responses were anonymized to remove details that would allow the evaluator to identify the participant, such as links to

proprietary sources accessed within a participating product, before being shared with the evaluators. Links to public sources were kept within

the final answer to enable checking by the evaluators.

Each evaluator was assigned a specified number of questions and asked to score all of the responses to each of their assigned questions.

They were asked to assess each response based on the scoring criteria set out in the appendix and considered three weighted components:

accuracy (substantive correctness without incorrect elements), authoritativeness (sufficiency and strength of cited sources) and

appropriateness (form, format and suitability for purpose). To support their scoring decisions, evaluators were supplied with the reference

answers, sources, source types and citations, and other indicia of correctness for their assigned questions as provided by the Consortium

Firms.

The responses to each question were assessed by at least two evaluators. Once the scores of each evaluator were submitted to the Vals study

team, they were averaged to produce a final score for each criteria, with zero scores escalated to a third evaluator for verification. Once the

zero score verification process was completed, weighting was applied to each criteria to produce the overall average weighted score for each

response.

Additional findings
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Latency x Length

We measured the speed with which the participants could return a response (latency) and contrasted this with the length of responses. The

total time to return a response was calculated in seconds, starting as soon as the question was submitted and completing when every token

was returned. The length of response was calculated as the total number of words returned by each participant. When both of these metrics

were averaged for each participant we were able to calculate the amount of thinking and generation time per word, which is represented by

the bubble size in the below chart.
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Limitations

Legal research encompasses a wide range of activities calling upon various capabilities to understand context, identify the most appropriate

jurisdiction and source type, locate the best supporting sources and provide precise citations to such sources so others can find and confirm

the response is correct and sufficiently supported.

As a result, there is not always a 100% correct answer that can be provided in advance. This is especially the case in the context of providing

the strongest and most relevant sources. For some questions, there could be an almost limitless number of potential sources, whereas for

others there may be a single correct source. Correct answers may also change over time as laws, regulations or precedents also change.

All of this is what makes legal research a challenging area for lawyers and AI alike, and makes benchmarking AI products on legal research

questions an equally challenging endeavor.

We acknowledge certain limitations that may make the results of this study more or less useful for some when conducting their own

evaluations of AI products for legal research, including the following.

Under the methodology for this study, we asked the Consortium Firms to provide a minimum correct reference answer while also giving

them the opportunity to provide other indicia of correctness for evaluators to use when scoring. This was so that the evaluators did not

themselves need to research the correct answers, which would have significantly elongated the evaluation process. Our evaluators were

allowed to exercise discretion where they felt the reference answer had minor errors or was less complete than ideal, so that correct and

more complete responses would not be penalized.
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Dataset Q&A Commentary

Search federal primary law to answer this question.

A: The CFTC is increasing the two thresholds in the Portfolio Requirement under CFTC
Rule 4.7(a)(1)(v) from 4 million for the securities portfolio test, and from 400,000 for
the initial margin and premium test.

Federal Register / Vol. 89, No. 187, 78793 (Sept. 26, 2024)
https://www.cftc.gov/sites/default/files/2024/09/2024-

21682a.pdf

would be published in the
Federal Register.

All of the participants were
able to source the answer and
respond correctly. Some
points were deducted for
overly verbose responses,
which were deemed
unnecessary given the
specificity of the question.

Scoring criteria

The following guidance was provided to the evaluators to aid in their scoring of each response.

Criteria Description Scoring and guidance Weight

Accuracy Whether the substance of the
response answers all elements of
the question correctly, without any
misinterpretations of law, factual
errors or omissions, with regard to
the reference answer.

Up to 3 points can be awarded:

3 = The response is substantively correct with
no misinterpretations or factual errors. Any
omissions are minor and not misleading.

2 = The response is substantively correct, but
contains misinterpretations or factual errors
and/or omits information in the reference
answer despite still reaching the correct
conclusion. Such issues are minor enough that
they do not call into question the reliability of
the response as a whole, although it may need
some revision.

1 = The response is substantively correct, but
contains misinterpretations, factual errors
and/or omissions that are significant enough
to call into question its reliability as a whole.

0 = No response was given or the response is
substantively incorrect.

50%

Authoritativeness Whether the response cites relevant
primary sources (i.e. from primary
law or an appropriate court that
supports the statements) that are
valid (i.e. exists and remains good
law) and, at a minimum, includes
those citations referenced in the
reference answer.

Up to 3 points can be awarded:

3 = The citations include those set out in the
reference answer with only minor errors in
form (name, reporter, court, year), and may
include additional relevant and valid sources.

2 = The citations provided are relevant and
valid, but are not as strong as those included
in the reference answer, for example because
they refer to a lower court when the matter
was also decided at a higher court or come
from a non-binding jurisdiction, or a draft bill
or non-enacted legislation rather than the
adopted primary law or include law that has
been amended or superseded.

1 = The citations provided include some of
those in the reference answer but also (a)
erroneous citations have been included that
do not support the answer, or (b) statement(s)
lack a citation where clearly one should be
provided.

0 = Either: (a) no citations are provided at all,
or (b) citations are provided but they neither
include those in the reference answer nor
otherwise support the answer.

40%

Appropriateness Whether the response is easy to
follow and understand, and does
not contain grammatical or spelling
errors. It could be immediately
shareable with colleagues or clients.

Up to 2 points can be awarded:

2 = The response is clear and easy to
understand with no errors, and could be
immediately shared.

1 = The response is (a) either overly terse or
overly verbose (having reference to what the
question is asking), and/or (b) the response
contains errors or deficiencies in its
presentation, clarity or form, in each case that
would need at least 15 minutes of correction

10%
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